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Abstract—Numerous applications reported in the sensors liter-
ature have established metal-oxide gas sensors as effective devices
for detecting and quantifying a broad range of chemical events.
A critical question that could substantially expand their usage is
the following: can they characterize the spatio-temporal stimulus
characteristics for predicting the source location? We show that
commercially-available metal-oxide sensors have a high enough
temporal resolution for such a characterization. By selecting
proper features of the sensor response and by maintaining a rep-
resentative response database recorded from known locations in
similar plumes, simple short-time measurements can accurately
predict the displacement from the source to the sensing location.
A key advantage of such a prediction scheme is its achieving the
localization remotely and without a navigation within the plume.

I. INTRODUCTION

A gas plume emitted from a fixed chemical source broad-
casts information about the displacement vector from the
source to any spatial coordinate within its volume. This work
aims at capturing this information in metal-oxide gas sensor
measurements made at fixed locations in the plume.

The problem of chemical source localization has been
studied for two decades, predominantly in the robotics field
[1]. A common practice in most of the successful attempts
reported so far has been the use of concentration gradient
in one form or another in the search. This generic feature
is easily-accessible in consecutive raw sensory responses in
a plume and can guide a mobile agent upstream the plume
in a broad range of scenarios [2]–[5]. Casting is another
effective bio-inspired heuristics to locate a point odor source.
It is typically performed at the edge of a plume in the form
of periodic incursions into and departures from the plume,
which locks the mobile agent to the edge. Since the point
source is located at the upstream edge of the plume’s edge, an
upstream movement on this edge can accurately lead the agent
to the source [6], [7]. As both gradient tracking and casting
involve movements in the plume, a mobile sensing agent has
been the premise of a vast majority of localization methods.
This challenges the prediction in two aspects: (i) long-range
movements, especially towards the target may be costly or
simply infeasible in reality, and (ii) the movement may itself
cause a disturbance on the measurement on the field, which
in turn compromises the accuracy.

The mobility requirement in source seeking can be over-
come by an accurate spatio-temporal characterization of the

plume, a task that has been traditionally attempted by ana-
lytical fluid-dynamics models. Such model-based approaches
can have a potential in the kind of problem considered in
this work, as conjectured in [8]. However, their computational
costs in the design and simulation are discouraging in real-
time applications in today’s technology. Considering also
the fact that one would need multiple runs of a model to
statistically characterize the spatio-temporal structure of the
plume, such analytical approaches appear infeasible in real-
time applications.

The novel point of view pursued in this work is that
the displacement from a chemical source to a measurement
location can be inferred from previous observations made
on the same field in similar plumes.1 In other words, a
plume can be characterized empirically, based on pre-recorded
representative measurements collected at certain displacements
from the source and under flow conditions resembling those of
the test conditions. This assumption on generalization, which
has been already embraced in data-driven odor identification
[9], underlies a significant novelty2 of the proposed localiza-
tion scheme that utilizes distant and stationary measurements,
eliminating the need for an advancement towards the source.
Using a portable array of commercially-available metal-oxide
gas sensors, we illustrate the method in a wind-tunnel.

In what follows, we describe a sensing device devised for
the required characterization task. Then, we present the data
processing method, which makes use of a signal feature that is
adopted from the field of econometry and is novel in chemical
signal processing. The application of the method are finally
demonstrated on two datasets.

II. SENSING LAYER

We use a portable array of 8 metal-oxide gas sensors for
recording from the plume (see Fig. 1 left panel). The sensing
principle in this modality is based on oxidation or de-oxidation
of the analyte while in interaction with the active surface
of the sensing element. Such oxygen exchange between the
pollutant and the surface induces a change in the surface

1This displacement vector is the solution to the localization problem since
its inverse identifies the exact coordinates of the source when the actual
coordinates of the measurement is known.

2The only work we could find on source seeking that shares our perspective
is [10], which, however, relies on an additional modality, namely the acoustic
cues, on the top of the chemical sense.
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Fig. 1. (Left) The custom-design portable tin-oxide gas sensor array used as the sensing layer of the source localization system. (Right) A three-minute
parallel read-out from the array when subjected to isopropyl alcohol vapor at a certain location in a wind tunnel. Each pair of sensors have identical active
layers, but were conditioned at a different surface temperature during this measurement.

conductance, which is measured in the form of a resistance
time-series across electrodes [13]. The response magnitude is
tightly correlated with the analyte concentration present on the
surface, thus changes in the analyte concentration (i.e., puffs
vs. vortices in the chemical plume) is reflected to the response
in real-time. This mechanism is the origin of the temporal
resolution that is desired for the localization.

The custom design used in the sensing layer takes advantage
of two degrees of freedom for optimizing the acquisition. The
first one is by fabrication: the active surface chemistry is a
decisive factor in both the sensitivity and the selectivity of a
sensing element to certain analytes. Four different active layers
(i.e., two from each TGS2600,2602,2610,2620 by Figaro Inc.)
are represented in the array in order to achieve a wide the
receptive field. The second control input is the active layer
temperature, which is controlled by a voltage applied to the
heater resistor employed in each sensor. Surface temperature
is an effective parameter of the oxidation/de-oxidation process
[12], thus two identical sensors can respond substantially
differently to the same analyte when their active layers are
heated at different temperatures, as shown in Fig. 1 right panel.

The temperature of each sensor is determined by a simple
heuristic: In a gas delivery manifold (i.e., an isolated chamber),
each type of sensor represented on the portable device is sub-
jected to each considered analyte in a sequence of increasing
concentration (0−100ppm for acetone, isopropyl alcohol, and
ethyl alcohol, and 0−250ppm for carbon monoxide - the four
analytes considered in this work) in a constant flow within
a mixture with dry air. The sequences are repeated for an
admissible range of surface temperatures (i.e., 4−6V of heater
voltage) and the value maximizing the response dynamic range
over these presentations is determined for each sensor. This
empirical optimum is assigned as the measurement parameter
for just one of the two sensors of that types on the portable
array. The heater voltage of the other element in the pair
is set to 5 Volts, which is a generic value equal to the
mid-point of the admissible voltage range suggested by the
manufacturer. This analysis constitutes the calibration phase
of the sensing layer. A more rigorous optimization of sensing
layer temperature is an important and interesting problem, yet
beyond the scope of this work.

III. DATA PROCESSING

A. Signal Attributes

1) Time-Domain Features: We have empirically verified the
utility of the following three basic statistics in predicting the
analyte types at any given location: the sample mean µ =
∑N

k x[k]/N , standard deviation σ =
[
∑

k(x[k]− µ)2/N
]1/2

,
and the discrete auto-correlation at different lags ri =
∑

k x[k + i] · xs[k]/N , i = 0, . . . , K , where x[·] denotes
the discretized response time-series of length N and xs is
its down-sampled version with a factor of s > 1. These are
generic features that can easily be extracted from each sensor
response on-the-fly with little computational cost.

2) Volatility Features: We note here and show experimen-
tally later in the paper that the response magnitude, as an
indicator of the instantaneous analyte concentration, does not
suffice by itself to determine the measurement coordinates.
With this regard, the fluctuations in the response (which
reflect the turbulent nature of the plume at the measurement
location) need to be quantified and evaluated. For this purpose,
we adopt the autoregressive conditional heteroskedasticity
(ARCH) model [14], a popular tool for volatility modeling
in econometrics.

The ARCH model is applied on a discretized time-series
x[k] as follows: First, a q-th order auto-regressive model
x[k] = a0+

∑q
l=1

alx[k− l] is determined using least-squares
fit and the corresponding residue series ε[k] is evaluated.
Then, a second auto-regressive model with the same lag q
is fit to the squared residues: ε2[k] = u0 +

∑q
l=1

ulε
2[k − l].

The model is a linear prediction of the error variance, which
is a characterization of the volatility. A thorough empirical
validation has shown with great confidence that the model
parameters {u0, . . . , uq} are strongly correlated with the angle
of displacement vector. For its magnitude (i.e., the distance
from the source), the concentration is a good indicator, thus
the time-domain features of the chemo-resistive response are
needed.

In this work, we consider multiple ARCH models for each
sensor response, after removing its mean, with different lags q
and by down-sampling the raw response with different factors
s. Thus, each raw time series generate multiple sets of ARCH
features, one for each (s, q) pair, and the resulting coefficients
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are concatenated as a feature vector. This vector is further
augmented by uniform samples from the raw signal and used
in the prediction of the displacement vector.

B. Localization Procedure

The localization prediction is based on recorded sensor
responses that were previously observed on the application
field under similar flow conditions at fixed representative
locations, which we call the landmarks. Given a measurement
at an unknown location on this field, we compare it against
records from the landmarks and determine the ones that are
likely to be close by. The measurement location is then inferred
based on these neighboring landmark coordinates, which are
known. There are multiple ways for such nearest-neighbor-like
regression scheme. In this work, we follow a classifier-based
method consisting of the following three phases.
Characterization: At the problem onset, we assign a set of
landmarks that cover the application area. Their coordinates
can be arbitrary, but must be fixed and known. Then, sensor
responses at these locations are sampled independently and
stored in the database in a data collecting episode. This
critical phase empirically characterizes the plumes of interest
via landmarks. It can be performed incrementally along the
lifetime of the system, which is on the order of years. Despite
its length, undertaking such an effort is sound and feasible in
continuously-monitored environments.
Optimization: Having collected a sufficiently representative
dataset, we train a simple classifier (i.e., a Linear Support
Vector Machine (SVM) as implemented in LibSVM package
[15]) with the data collected from the landmarks with the
landmark locations declared as class labels. In this phase, we
also optimize the (s, q) parameters of ARCH features so that
the classification error among landmarks are minimized. This
error is quantified by a cross-validation of the Linear SVM
on the landmark data. It is feasible to perform the parameter
search in brute-force, by sweeping a range of (s, q) values,
since the search is done on training (landmark) data and does
not have to occur online.
Prediction: We evaluate the classifier on a given measurement
from an unknown location and with volatility features ex-
tracted using the optimized parameters. The classifier provides
the class probabilities. Finally, by using these probabilities as
weights, we predict the measurement location as the weighted
sum of the landmark coordinates.

As a final remark, we note that one may expect a symmetry
in the spatial distribution of a plume with respect to the
main axis (i.e., the line connecting the source to the exhaust).
However, due to the non-symmetry of the volume enclosing
the field and by the variability in flow direction, a plume
demonstrating a perfect symmetry is rare. In the setup phase
of this work, we have questioned this point and found in
all trials that the selected features evaluated at symmetric
coordinates were strictly different. Still, as we show next,
the non-symmetric plume structure is reproducible so that the
predictions can be extended in time, i.e., by referring to earlier
observations in the same environment.

IV. EXPERIMENTAL

We have demonstrated the localization method in a wind
tunnel, which provides consistent flow conditions for con-
ceptualizing our idea. Figure 2 illustrates the testbed and
the geometry of the problem. The tunnel has a flat non-
inclined floor, which allows us to omit the altitude dimension
of the field and consider the localization problem in 2D.
The displacement vector in this setup is thus identified by
two variables, namely a magnitude (i.e., the distance from
the source) and an angle (i.e., the azimuth with respect
to the flow direction). The flow in the tunnel is generated
by an exhaust fan rotating at a constant (low) speed. This
avoided the saturation of the test volume with the analytes
and provided generally a turbulent flow, as observed in the
measurement time series. In our experiments, we randomly
picked 9 landmarks and 6 test locations on this field and
collected two datasets to illustrate our methods. We tested the
localization method on two datasets.

In the first one, we sampled ethyl alcohol, isopropyl al-
cohol, and acetone plumes at the indicated locations. These
commercially-available chemicals were obtained in liquid
form and delivered to the testbed in a 10ml beaker placed at the
source location. For each analyte, 12 training measurements
were taken at each of the 9 landmarks. We also gathered 3
test measurements from each test location for each analyte.
The order of these 378 measurements were random. In each
measurement, we recorded for 3 minutes from the sensing
layer. Then, the source was removed, the wind tunnel was
ventilated and the hood was left open for one minute. Next, the
measurement location and/or the analyte type was set for the
next measurement. The dataset was completed in one month.

For ethyl alcohol, the parameters of the four ARCH features
were determined as (5, 6), (10, 8), (17, 5), and (23, 6). They,
together with 10 uniform samples from a response, gave the
average performance of 91.88% in identifying a landmark
from a measurement taken on it. The parameters for other
analytes were similar. Table 1 shows the average localization
errors for the test locations in magnitude. The two results
suggest that the approach and the selected features are valid,
especially given that some critical ones were obtained by non-
exhaustive search.

The second dataset, which has been completed quite re-
cently, represents carbon monoxide plumes, which is a haz-
ardous gas and a prominent fire product. In its delivery, we
used mass flow controller that regulated the flow of CO
originating from a 1000ppm gas cylinder, into a bottle at the

TABLE I
AVERAGE ERROR IN THE PREDICTION OF SIX TEST LOCATIONS IN INCHES.

819



label 1 2 3 4 5 6 7 8 9 T1 T2 T3 T4 T5 T6
|d| 24 24 38 34.4 35.9 46.5 48.6 55 57 29.5 30 38.5 48.5 41.5 53
∠d 70 105 70 92 106 102 85 75 99 85 100 82 80 96 94

Fig. 2. The wind tunnel where the localization method was implemented. The displacements of the 9 landmarks (the black circles) and 6 test locations (the
green ones) are listed on the second row, where |d| denotes the magnitude in inches and ∠d is the angle in degrees with respect to the vertical axis.

source location. The measurements includes 28 replicates from
each landmark, 5 replicates from each test location, and 1
replicate from each landmark with the source location shifted
upwards (i.e., towards the left of the main axis) by 5 inches.
The measurements were taken in random order within 10 days.

This dataset was evaluated with the same localization
scheme as before. The average localization errors over the
test measurements were 2.3, 2.6, 3.5, 4.5, 3.9, and 4.1 inches
for T1-6, respectively. The errors in this test were comparable
to the ones in the previous analysis, where the stimuli were
much stronger.

We analyzed the effect of shifting the source by processing
the relevant measurements in the CO dataset. Note that, due
to the 5-inch shift of the source, the displacements from the
new source location to the landmarks 1, 3, and 8 move out of
the characterized plume area. Yet, the test measurements from
the remaining landmarks can be used as new test locations
by adjusting their new displacements (with respect to the new
source). We tested the localization scheme using the original
training data on this new 6 test instances and obtained errors in
the range 5.3 to 6.2 inches. Although the change in the plume
structure worsened the prediction in this case, the increase in
errors were smaller than the shift itself, which is promising
that our data-driven characterization is generalizable.

V. CONCLUSIONS

We have reported an empirical proof that localization of
a chemical source is possible by a short-term stationary mea-
surement in its turbulent plume. This is a novel perspective that
can be particularly useful in the surveillance of continuously-
monitored indoor environments.

Perhaps the most critical premise of the system is its
response database that should not only represent previously-
observed plumes accurately, but also have a potential for
generalization. Selection of landmarks, sampling various flow
conditions (including changes in ambient temperature, humid-
ity, wind speed and direction, etc.) are important points in this
respect that we have not addressed here.

Although making stationary measurements for prediction
is an attractive feature of the proposed solution, one should

not rule out the possibility that the predictions could be
enhanced in a mobile, staged decision making setting. For
instance, confidence analysis of a prediction could easily yield
suggestions on a better place for the next measurement, where
the predictions would be more reliable.
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